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Market Challenges & Outlook



Gen AI Adoption Challenges
Accuracy, Explainability and Compliance

“In fact, inaccuracy—which can affect use 
cases across the gen AI value chain, ranging 
from customer journeys and summarization 
to coding and creative content—is the only 
risk that respondents are significantly more 
likely than last year to say their 
organizations are actively working to 
mitigate.”

https://www.mckinsey.com/capabilities/risk-and-resilience/our-insights/implementing-generative-ai-with-speed-and-safety
https://www.mckinsey.com/capabilities/risk-and-resilience/our-insights/implementing-generative-ai-with-speed-and-safety


Value To Customers

Massive Costs

Even with the ongoing cost 
reduction in LLMs, high 
volumes will incur significant 
costs!

70%
 TCO Reduction

Slow Time to Market

Industry average of building a 
Gen AI scenario takes months 
per scenario

Days
 to Go live

Accuracy & Quality

Lack of accuracy in foreseeing 
success and failure rates

30%
Higher Accuracy

Governance and 
Explainability

Lack of control on data and 
explainability of results

FULL
 Data Access Control and 

Detailed Generation 
Explainability



DXwand Platform Overview
ORXTRA



ORXTRA Overview

Kindly, click on this link to watch video if above video didn’t work. 

https://vimeo.com/1025828478?share=copy
https://vimeo.com/1025828478


Proven Track Record
A Trusted Platform by Regional Leading Enterprises & Governments



Vetted World Wide



Product & Use Cases Overview



Product Focus Areas

Summarizing 
noncompliance or 

findings on  documents 
based on policies or 

standards of org. in the 
knowledgebase 

Gen AI to empower 
analytics of 

company’s by 
extracting valuable 
insights from non 

structured data

Automating 
conversations for 

internal & external use 
cases with knowledge 

base and systems 
integrations

Digital Assistant/Copilot Document Intelligence GenAI Insights

Supported on Both Cloud and Offline Infrastructure

Gen AI to empower 
analytics of 

company’s by 
extracting valuable 
insights from non 

structured data

Document Generation

Agentic Recruitment

Agentic KYC

Agentic Procurement

Agentic Customer Service



Multi-modal Multi Agent Chatbot

Kindly, click on this link to watch demo if above video didn’t work. 

Real-life Scenario demo with multi-modal multi-agent Chatbot

https://vimeo.com/1003912523
https://vimeo.com/1003912523


Agentic Customer Service



Agentic Procurement

RFP Development

Develop an RFP based on predefined Policies

RFP Scoring

Score RFP responses against scoring metrics

Q&A

Automate Q&A with Vendors

Forecasted Optimization

80%

Agentic Procurement



Governance & Explainability
Experimentation



Governance & Explainability
Explainability



Data Management
Data Pipeline



Data Management
Metadata Management



Advanced RAG
Advanced Retrieval



Advanced RAG
Evaluation & Publishing



HRCustomer Care Procurement

Data 
Processing

Orchestration
 EngineLLM Gateway Monitoring 

and Governance

Digital 
Assistant

Content 
Analytics

Document 
Validation

Document 
Generation

Metadata 
Management

Retrieval Evaluation Publishing

Channels

Core Platform

Knowledge Discovery

Data Sources

DXwand Platform Value Stack

Facebook MS Teams WhatsApp Web ChatSDK/API

Structured Unstructured

Sales



Offline Light Agentic Inference Architecture

• Scaling Pods: depending on number of 
concurrent requests and model size

• Client Requests: API requests to a public 
endpoint.

• Load Balancer (Ingress Controller): Distributes 
incoming traffic across multiple pods running 
LLaMA inference on GPU nodes.

• Inference Pods: Kubernetes pods running the 
LLaMA 3.2 model on GPU Nodes: Each node in 
the Kubernetes cluster has one or more GPUs 
to handle model inference.

• Persistent Storage :For storing model weights, 
logs, or configuration files shared across pods.

ORXTRA FERMATA Edition

• Server Grade Entry Level GPUs : eg Nvidia L4
• Consumer Grade GPUs : e.g. Nvidia RTX Series

GPUs

Orchestration

Patent Submitted



GPU 
Model

VRAM Cost (On-
Premises, USD)

Conc Request Per 
GPU – LLama3.2 
1B

Conc Request Per 
GPU – LLama3.2 
3B

Conc Request Per 
GPU – LLama3.2 
9B

Suitability 
per Model 
Size

NVIDIA T4 16 GB $1,500 - $2,000
 

5 2-3 1 (with int8 
quantization)

LLaMA 1B 
(with int8 
quantization)

RTX 3090 24 GB
$1,200 - $1,500 8 5-6

2-3 (with int8 
quantization)

LLaMA 1B, 3B 
(with 
quantization)

RTX 4090 24 GB $1,600 - $2,000 8 6-7 3 (with int8 
quantization), 
limited 9B

LLaMA 1B, 
3B, limited
9B

Offline Light Agentic Inference Costs
90% Less Costs 
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